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Gaussian Processes (GPs) are a flexible and general way to parameterize functions with arbitrary shape. GPs
are often used in a regression framework where a function f(x) is inferred by considering some input data x and
(potentially noisy) observations y. The inference procedure of GPs does not result in a continuous functional
form like in other types of regression. Instead, an inferred f(x) is evaluated at a series of (potentially many) ’test
points’ any combination of which have a multivariate normal distribution. To motivate this framework we will start
with a review of linear regression.

1 Linear Regression, MLE and MAP Review

1.1 Linear Regression and MLE

Recall the standard linear model,

f(x) = x>w (1)

y = f(x) + ε (2)

Where input data x is mapped linearly through some weights w. Noise is then added to yield observations y.
Noise here will be described to be Gaussian with mean 0 and variance σ2

ε ∼ N (0, σ2) (3)

Consider some input data xi and observations yi with n data points where i = 1 . . . n. Taking these previous
three equations together, and factorizing the data over the independent data draws, we have the data likelihood

p(y|X,w) =

n∏
i=0

p(yi|xi,w) =

n∏
i=0

1

σ
√

2π
exp(− (yi − x>w)2

2σ2
)

=
1

2πσn
n/2

exp(− 1

2σ2
n

|y −X>w|2)

= N (X>w, σ2
nI)
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That is, output data for the Linear Gaussian model is normal with mean X>w and variance σ2
nI. Here, |z|

denotes the length of vector z. X is a matrix of the appended input observations xi.

Recall, finding w which maximizes this data likelihood can be done by taking the derivative of the likelihood (or
loglikelihood) with respect to w, setting it equal to zero, and solving for w. This yields the maximum likelihood
estimate of w. (the solution is, remember, wMLE = (X>X)−1X>Y )

1.2 Gaussian Prior and the MAP estimate

In the Bayesian formalism the model includes a Gaussian prior over the weight distribution.

w ∼ N (0,Σp) (4)

Because both the prior and the likelihood have a Gaussian form, the posterior can be easily calculated within a
normalization constant. However, to show this we will need to use a few Gaussian tricks. Please see lecture 11
notes for reference. The first thing we will do is re-write the likelihood in terms of w instead of y. :

p(y|X,w) ∝ exp(− 1

2σ2
n

(y −Xw)>(y −Xw))

∝ exp(− 1

2σ2
n

(w>(X>X)w − 2w(X>y) + y>y))

which can be rewritten (considering the quadratic w form) as:

p(y|X,w) ∝ exp(−1

2
((w − (X>X)−1(X>y)>)C−1(w − (X>X)−1(X>y)))

Where C = σ2(X>X)−1. Said differently, this likelihood is ∼ N ((X>X)−1(X>y), σ2(X>X)−1). Note the
mean here is the same as the MLE for the weights! Now, using our Gaussian fun facts, we can easily get the
posterior by multiplying the likelihood and the prior (both Gaussian) to get a relationship for the posterior. That is,
the new inverse covariance will be defined as A = (σ−2(X>X + Σ−1p ) and mean 1

σ−2A
−1X>y.

p(w|X,Y ) ∼ N (
1

σ−2
A−1X>y, A−1) (5)

This result represents a predicted of a set of weights (or a linear fit) given some observed inputs and outputs.
This is as important result of the Bayesian approach to linear regression.

We can now easily infer an output value for some unobserved input point x∗. This is done the same way as
standard linear regression. Our output mean is simply our test input multiplied by our best guess of our weights
given the data. Because the Bayesian framework is Gaussian in the posterior, our posterior estimate of the
variance is quadratic w.r.t the test point. (See Gaussian fun fact 1.2). Explicity, the distribution of possible
function values at some observed testpoint is:

p(f ∗ |x∗, X, Y ) ∼ N (
1

σ−2
x∗>A−1X>y,x∗>A−1x∗) (6)

2 Kernels

Our previous analysis was confined to functions that are linear with respect to inputs. One way to trivially extend
the flexibility of the model is to deal not with x itself but with features of x. These features can be any number
of operations on x which we will represent as a set of N basis functions φi . Let us define φ(x) that maps a D
dimensional input vector x into an N dimensional feature space. One example of such a function would be the
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space of powers φ(x) = 1,x,x2,x3.... Another could be the L2 norm: φ(x) =
∑N
i=1 x

2
i . These basis functions

can really be anything, but are usually selected to have some particularly nice features that we will discuss later.

The features, φ(x) defined above are often useful in constructing a kernel k(·, ·), or similarity metric based on
pairs of input datapoints. This similarity is defined as the dot-product of the features of one point with another.

k(x, x′) =

N∑
i=1

φi(x)φi(x
′) (7)

Using the definitions of our featuring mapping function, φ(x) and our kernels k, we can reconsider our Bayesian
linear framework from section 1.

3 Constructing a Gaussian Process

Any features of x can still be considered with a linear weighting as described in our regression model above. So,
instead of our original linear model f(x) = x>w we have a more general class of described by f(x) = φ(x)>w.
For example, if φ(x) = 1,x,x2,x3..., this framework corresponds to polynomial regression.

Let us use our feature representation φ(x) in place of x from section 1. Let us define Φ = φ(X) to be the
aggregation of columns of φ(x). Equation 6 then becomes:

p(f ∗ |x∗, X, Y ) ∼ N (
1

σ−2
φ(x∗)>A−1Φy, φ(x∗)>A−1φ(x∗)) (8)

Where now A = σ−2(ΦΦ> + Σ−1p ).

There is a more convenient way to write this distribution that involves some involved algebra. We will skip the
algebra so don’t worry if the jump to the next step is unclear. All that is necessary is to know that this is a
re-working of the above relationship. For more information, please see the reference at the end of these notes.

Let us define φ∗ = φ(x∗) to simplify notation. We can write :

p(f ∗ |x∗, X, Y ) ∼ N (φ ∗ >ΣpΦ(Φ>ΣpΦ + σ2I)−1y, φ ∗ >Σpφ ∗ −φ ∗ >ΣpΦ(Φ>ΣpΦ + σ2I)−1ΦΣpφ∗) (9)

The equation above may look complicated, but it is simpler than it seems. Every time the feature space is involved
in the above equation, it takes the form of either Φ>ΣpΦ, φ ∗>ΣpΦ, or φ ∗>Σpφ∗. Thus, these are all of the form
φ(x)>Σpφ(x′). Hence, we can define this as our kernel for a Gaussian process as our metric that compares
pairs of points.

Let us say we have n training points and z test points. If we are comparing our training points to our training
points, our kernel representation is K(x,x) = Φ(x)>ΣpΦ(x) = Knn. For our training points compared to our
training points, we have K(x∗,x∗) = Φ(x∗)>ΣpΦ(x∗) = Kzz, and for our training points compared to our
testing points (and vice versa) we have K(x∗,x) = Φ(x∗)>ΣpΦ(x) = Knz. (or Φ(x)>ΣpΦ(x∗) = Kzn ). Our
distribution over function values specified at z test points is thus:

p(f ∗ |x∗, X, Y ) ∼ N (Kzn(Knn + σ2I)−1y,Kzz −Kzn(Knn + σ2I)−1Knz) (10)

Thus, we have a mean value and standard deviation for every test point specified by the above distribution. Until
now, I have not specified what kernels are typically used for Gaussian Process regression. A very common one
is the radial basis kernel

K(x,x′) = exp

(
−‖x− x′‖2

2σ2

)
(11)

This kernel has the convenient property that nearby points are highly correlated, and points that are far away tend
to be less correlated. This guarantees smoothness over our function estimates.
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4 Function-space View

We can derive identical results from the space of functions directly. Here, we outline a different derivation of a
Gaussian Process that a common approach you may encounter. For more information, check out the Bishop
citation at the end of these notes.

A Gaussian process is a collection of random variables, any collection of which have a joint Gaussian distribution.
A Gaussian Process completely specified by it’s mean function and covariance function. We can characterize a
large number of possible functions f(x) with a Gaussian process. We define the following mean function and
covariance function as:

m(x) = E[f(x)]

k(x,x) = E[(f(x)−m(x))(f(x)−m(x))]

A function f with a Gaussian Process prior is denoted f ∼ GP(m, k), where m(·) is the mean function and k(·, ·)
is the covariance function. In the following we will assume m = 0 unless otherwise specified.

Then, for any finite collection of input points xn = (x1, x2, . . . , xn)>, where thel xi ∈ IRd are vectors in some d-
dimensional input space, the output function values fn = (f1, f2, . . . , fn)> have a multivariate normal distribution:

fn ∼ N (0,Knn), (12)

where Knn is the matrix whose i, j’th entry is k(xi,xj). Consider again the linear regression framework on
features of x.

E[f(x)] = φ(x)>E[w] = 0

E[f(x)f(x′)] = φ(x)>E[ww>]φ(x′) = φ(x)>Σpφ(x′) = K(x,x′) = Knn

Typically, (and unlike in the above formulation) we assume that the observations yn are corrupted versions of fn,
thus yi = fi + εi, where εi ∼ N (0, σ2). Thus we have conditional distribution

yn|fn ∼ N (fn, σ
2In) (13)

and, integrating over function values fn, marginal distribution (see Chapter two of Bishop for more information)
given by:

yn ∼ N (0,Knn + σ2In). (14)

The posterior over the function values given yn is given by

fn|y = N
(

(σ2K−1nn + In)−1yn, (K
−1
nn + 1

σ2 I)−1
)
, (15)

which is equal to

= N
(
Knn(Knn + σ2In)−1yn,Knn −Knn(Knn + σ2In)−1Knn

)
. (16)

The first formula above (eq. 15) comes from direct application of Bayes’ rule, p(f |y) ∝ p(y|f)p(f), and applying
the standard formula for products of Gaussians (Gaussian Fun Fact 1.4). The second (eq. 16) comes from the
formula for conditionals of a multivariate Gaussian (again, chapter Two of Bishop for more info), since we have
joint distribution over fn and yn given by:[

fn
yn

]
∼ N

(
0,

[
Knn Knn

Knn Knn + σ2In

])
. (17)
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Predictive distribution: For a set of test points xz, the posterior distribution over the function values fz given yn
takes a similar form:

fz|yn ∼ N
(
Kzn(Knn + σ2In)−1yn,Kzz −Kzn(Knn + σ2In)−1Knz

)
, (18)

which follows from applying the formula for conditionals to the joint:[
fz
yn

]
∼ N

(
0,

[
Kzz Kzn

Knz Knn + σ2In

])
. (19)

The posterior predictive distribution for the measurements yn at these test points is:

yz|yn ∼ N
(
Kzn(Knn + σ2In)−1yn,Kzz −Kzn(Knn + σ2In)−1Knz + σ2Iz

)
, (20)

which differs only due to the additional diagonal component of the covariance.

Reference:

• Rasmussen, Carl Edward. "Gaussian processes in machine learning. Chapter 2" Advanced lectures on
machine learning. Springer, Berlin, Heidelberg, 2004. 63-71.

• Christopher, M. Bishop. Pattern Recognition and Machine Learning. Springer-Verlag New York, 2016.

5


